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Abstract 
The circle tree has been proposed as a novel hierarchical spatial data 
structure, promising optimised storage, access, and multiscale 
representation. The theory behind the circle tree draws from the fields of 
3D computer graphics, spatial database indexing and cartography. The 
testing of the storage aspects will be reported on in this paper. The theory 
behind the circle tree is that the conventional storage of polygonal data in 
terms of a series of xy points can be efficiently replaced by an array of 
variably-sized circles, alternatively filling the polygon in a recursive 
manner to near-maximal effect, or being used in a non-space filling sense 
to approximate to the polygon boundary. The latter case is considered in 
this paper. The major question is: can a set of circles capture the outline 
of a polygon to an acceptable accuracy level and still form a smaller 
dataset than the original polygon data? Two sub-issues are discussed and 
can be summarised by the following questions: Should overlapping 
circles be allowed and if so what degree of overlap? Does the 
introduction of external circles result in significant storage savings? It 
was found that with a medial axis approach there was a payoff between 
overlap and accuracy (less overlap meant less accuracy though efficient 
storage), and external circles were also found to optimise the polygon 
line. However, the accurate reconstruction of the polygon from circles 
was an issue, alleviated to some extent by introducing a subset of zero-
radius circles, “important” points derived from applying the Douglas-
Peucker algorithm to the polygon.  

 

1. Introduction 
The circle tree (Moore, 2002) has been proposed as a novel hierarchical spatial data 
structure, promising efficient storage, fast access, and multiscale representation of 
spatial data. The testing of storage aspects are reported on in this paper. Despite the 
current capacity and speed of computers, the storage of spatial data is still a cutting 
edge issue, most notably in the context of widely-accessible small screen appliances. 
Market studies indicate that the number of these devices will grow rapidly in the 
future, yet they have low memory and poor CPU performance (Pham et al 2000). 
 
The theory behind the circle tree is that the conventional storage of polygonal data in 
terms of a series of xy points can be efficiently replaced by an array of variably-sized 
circles recursively filling the polygon to near-maximal effect (one of the assumptions 
is that there is a threshold minimum circle; any areas smaller than this cannot have a 



circle occupying them). For this paper, we have adapted the concept of the circle tree 
to run in a non-space filling mode, specifically to approximate the boundary of a 
polygon. The circle array has three values per entry: x, y and r, where r = radius of the 
circle. The theory behind the circle tree draws from the fields of computer graphics 
(collision detection of 3D objects – Hubbard, 1996), databases (indexing through the 
R-tree – described in Rigaux et al. 2002 – and sphere tree structures – van Oosterom, 
1993) and cartography (e.g. multiscale generalisation through use of the Douglas-
Peucker algorithm – Jones and Abraham, 1987). 
 
This paper firstly outlines the precedent for circle trees, mainly in the computer 
graphics and spatial data structures literature. A geometric basis for the circle tree is 
then given, with an emphasis on circle and circle packing properties (in effect 
detailing a circle tree without the tree – the construction of trees will be dealt with in a 
future stage of this project). The next section will start off with an outline of the 
storage and accuracy tests for the circle packing algorithms (covering issues of 
packing strategy, overlap, circle [non-] enclosure) before displaying the results in map 
and graph form. Finally there will be discussion and conclusion sections.  
 
2. Background 
The theory of circle trees derives from 3D computer graphics (see next section), 
database indexing and cartographic generalisation. Spatial data structures such as the 
R-tree (described in Rigaux et al 2002) and the related sphere tree (van Oosterom, 
1993) provide rapid access to specific spatial data stored in databases via minimum 
bounding shapes (rectangles and circles respectively). The circular quadtree (Palmer 
and Grimsdale, 1995) operates similarly in indexing polygon boundaries using 
bounding circles, but is constrained by the rigid quadtree structure. The Reactive tree 
(van Oosterom, 1999) is an extension of the R-tree with important distinctions. 
Whereas the R-tree is a size-based hierarchy (facilitates access to largest objects first), 
the Reactive tree promotes or demotes objects in the hierarchy according to their 
importance as related to some cartographic purpose. Finally, and still on a 
cartographic theme, Jones and Abraham (1987) have adapted the Douglas-Peucker 
line reduction algorithm by taking the form of a generalised line at each level of 
recursion (getting successively more detailed), and storing it in a binary tree. This is a 
multiscale representation of the line; to a lesser extent the other structures outlined in 
this paragraph also capture the multiscale properties of spatial data. The Douglas-
Peucker algorithm itself (Douglas and Peucker, 1973) is the line reduction method of 
choice for many commercial GIS, owing much to its ability to retain the essential 
characteristics of a geographic object when generalising (i.e. it retains the important 
points – Jones, 1997). For this reason it is used in the course of this research. 

A fuller overview of related spatial database indexing and cartographic trees is given 
in Moore (2002). The theme behind this paper means that we will concentrate on the 
background of space-filling and boundary approximation precedents to the circle tree. 

2.1 Sphere and circle packing 
Specific to the circle tree, the nearest precedent in a near space filling sense is the 3D 
sphere trees used in computer graphics to rapidly create dynamic 3D objects to 
efficiently detect potential collisions (Hubbard, 1996). In applications such as virtual 
reality, a real time processing capability of modelled objects is essential. To maintain 
such a processing rate, some accuracy is sacrificed to increase speed. Coarse spheres 



are initially used to approximately render an object. These spheres are placed 
according to the framework (or medial axis) of the object to be rendered. This is a 
recursive operation, the object approximation being incrementally refined until a time 
limit is reached (this time limit is enforced to maintain real time processing). The 
multiple levels of detail are arranged in a hierarchy. At level 0 of the hierarchy is the 
minimum bounding sphere of an object, which in collision detection acts as a filter to 
exclude those objects not about to collide. This is an example of ‘time-critical 
computing’. The relevance of this to the development of the circle tree lies in the task 
of packing space with spheres (a 3D circle) and the parallels to be drawn between 
coarsening a 3D object and reducing the complexity of a geographic vector object.  
 
2.2 Fortune Algorithm for computing Voronoi Polygons 
Hubbard’s sphere packing algorithm uses medial axes, along which the centres of 
spheres are placed. Medial axes can be generated from the boundaries of Voronoi 
polygons – here we will consider an efficient Voronoi generation method (O(n log n) 
complexity) called the Fortune algorithm (Fortune, 1987), with a view to using it to 
define the medial axis of a polygon, and subsequently apply circles to it. 
 
The algorithm utilizes a sweep line that extends a front of parabolic arcs, each of 
which encapsulates that area of the plane that is closest to the point around which the 
arc is formed. As the sweep line moves across the plane, the points of parabolic 
intersection along the arc front trace out the Voronoi edges of the points so far 
encountered by the sweep line. The algorithm identifies two types of event that must 
be dealt with. The first of these, referred to as site events, occur when the sweep line 
encounters a new point. It is at these events that new parabolas are added to the front 
and new edges begin to be mapped out. The second event type is referred to as a circle 
event. At these points, a parabola disappears from the front, having been overtaken by 
the expansion of its neighbours as the sweep line proceeds across the plane. The 
points defining each set of three unique and adjacent parabolas on the arc front are 
used to form a circle, the very bottom of which (depending on the direction the sweep 
line is moving) is where the sweep line will be located when the arc disappears. The 
centre of the circle formed from these three points identifies a Voronoi vertex (figure 
1 exemplifies this process) [de Berg et al, 2000 and Odgaard & Nielsen, 2003]. 

 
Figure 1. Stages in the application of the Fortune algorithm on point data. a) points 

delineating polygon data; b) sweep line triggers parabolas for each point; where 
parabolas meet a Voronoi boundary is formed; c) a later stage in the operation; d) the 

final Voronoi diagram (generated with software in Odgaard and Nielsen, 2003). 

a) b) 

c) d) 



2.3 Medial Axis calculation 
The ultimate goal for finding the Voronoi diagram from the points forming a polygon 
was to derive from the diagram edges the approximate medial axis of the input shape. 
The medial axis, also commonly referred to as a skeleton, defines a series of points 
(or lines) such that each point is equidistant from at least two edges of the shape being 
skeletonised. Thus, any circle formed at one of these points, having a radius equal to 
the distance between its center and the closest edge, will touch the shape in at least 
two places. Curved, or circular regions provide the opportunity for even greater circle 
to edge contact. The greater the density of points forming the shape whose skeleton is 
sought, the closer the approximation to the medial axis provided by the Voronoi edges 
(Schmitt, 1989; Brandt, 1994; Dey and Zhao, 2002). From the point of view of the 
research reported on in this paper, the more points in the original polygon that a circle 
passes through, the more savings in storage will be effected (i.e. one circle can replace 
many points). 
 
Amenta et al (2001) use the medial axis transform to calculate a finite “union of 
balls” to fill a polygon and subsequently approximate to the object boundary, forming 
a “power crust”. Christensen (2000) describes a method of line (polygon boundary) 
generalisation by waterlining (deriving a series of lines parallel to the original line, 
inwards to the centre of the polygon) and medial axis transformation. Generalisation 
is achieved by rolling Perkal’s roulette (a circle of radius e, denoting amount of 
generalisation) around the inside and outside of the line, tracing the nearest point of 
the roulettes to the line. In areas of great detail, the path of the nearest point for the 
internal and external circles may not match, therefore a middle path is traced between 
the two to generalise the line.  
 
Figure 2 shows some internal and external medial axes for an arbitrary polygon. The 
generation of this population of circles is one of the main advantages for using the 
Fortune algorithm in this part of the research.  
    

 
Figure 2. Internal and external medial axes. 

3. Description 
It makes sense to start the algorithm description with an account of the assumptions 
made. The input data will describe standard spatial polygons of the form (x1, y1), (x2, 
y2),…,(xn, yn), where (n-1) = number of points comprising the polygon and (x1, y1) =  
(xn, yn) to close the polygon.  



The aim of the circle-packing algorithm is to replace such a set of points with a 
smaller set of spatially distributed circles of differing size. This series of circles may 
be represented in this way: (x1, y1, r1), (x2, y2, r2),…,(xm, ym, rm) where x,y are the 
coordinates of the circle centre, r is the radius of the circle and m = number of circles 
used to approximate to the polygon. Unlike the point representation, (x1, y1, r1) need 
not equal (xm, ym, rm). 
 
It is the arcs of these circles that form the new basis of polygon boundary 
representation, to within an acceptable accuracy, as described in section 3.2. An 
account of an algorithm for combined reconstruction of the polygon with the tangents 
linking two adjacent circles is given in section 3.5. Finally, a fixed tree structure is 
assumed for this paper. Issues concerning tree morphology and how it relates to 
spatial distribution will be dealt with in another paper, though future possibilities are 
discussed in section 5. 
 
The circle-packing algorithm will be tested on a polygon of the South Pacific island of 
Rarotonga at a scale of approximately 1:628001. This is an example of a relatively 
smooth coastline and a favourable initial test with which to test the parameters of the 
circle tree. In future, more challenging and intricate polygon forms will be used to test 
the boundary approximating circle tree algorithm. The anticipated increase in the 
amount of circles needed to capture polygon boundaries of an ever-rougher form will 
be analysed, though a formal fractal analysis is beyond the scope of this paper and 
will be dealt with later in the research project.  
 
3.1 Application of the Medial axis algorithm 
For circle placement using a medial axis transform, the Fortune algorithm for Voronoi 
polygon generation was applied to the points comprising the polygon boundary. Then 
the medial axis for the polygon was extracted from the Voronoi polygon boundaries 
and used to drive the placement of circles. Circles so placed are guaranteed to 
intersect the polygon boundary on at least three consecutive edges. 
 
One of the main advantages for using the Fortune algorithm was the automatic 
generation of a population of circles whose centres were formed at the Voronoi 
vertices. Each circle’s radius is calculated during the execution of the algorithm and 
requires minimal post processing upon completion. The only adjustment that was 
made to the size of each circle, was an averaging calculation that provided a truer fit 
between the circle and its nearest polygon edges. This was done to reduce the overlap 
resulting from the fact that each circle’s circumference passes through points forming 
the polygon, and so do not sit completely inside or outside the shape. 
 
A full population of circles approximating to the polygon boundary was generated 
from the medial axis. This population was reduced according to variables of minimum 
circle threshold (indicative of permitted error), degree of overlap allowed (which 
influences the process of filtering) and subsequent introduction of zero-radius circles , 
defined by various thresholds of the Douglas-Peucker line generalisation algorithm. 

                                                 
1 This was estimated by assuming that the mean distance between polygon points (approximately 
15.7m) was the minimum symbol size and was indicative of scale. Based on the on the 0.25mm 
minimum symbol size recommended by the Swiss Society of Cartography (João, 1998), a 1:50,000 
map would have a minimum symbol size of 12.5m on the ground.   



This population is stored, ready for approximate reconstruction of the original 
polygon through a combination of circle arcs and dual circle tangents. 
 
3.2 Modelling accuracy through the minimum circle threshold 
The permitted error for circle approximation is controlled through the definition of a 
minimum circle threshold. In this way, the method presented in this paper could be 
used to effect cartographic generalisation (this is to be explored in conjunction with 
multi-scale representation through the circle tree). In effect, circles are checked to see 
whether their centres fall within an epsilon band of spatial uncertainty, as defined by 
Perkal (1956). To use the terminology of the epsilon band; the minimum circle 
threshold is equivalent to e, which is the maximum error distance from the recorded 
line (as this limits on either side of the original line, the full width of the band is 2e – 
see figure 3). Perkal’s roulette, as demonstrated by Christensen (2000), works on the 
same principle.  
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 

Figure 3. Reconstructing the polygon using tangents and circle arcs 
 
3.3 Filtering and defining amount of overlap 
 
Out of the total population of circles, it is almost inevitable that circles will enclose 
other circles, rendering them useless as a store of spatial information. The amount of 
overlap tolerated will dictate the degree to which this happens. Therefore some form 
of filtering is needed to identify, then rectify these duplicate circle scenarios (see 
figure 4). 
 
The process of reducing the total population of circles without losing the inherent 
polygon characteristics upon reconstruction was implemented in four phases. In order 
to preserve the finer details of the polygon, the list of circles was first ordered by 
ascending radius. All circles whose radius sizes were less than a predefined error 
threshold were removed. The second phase of the filtering process attached to each 
remaining circle those edges that were tangential to its circumference within the error 
threshold mentioned above. This threshold ultimately determines the level of detail to 
be captured in the reconstruction of the polygon. Circles that could not be mapped to a 
predefined number of consecutive polygon edges were removed. In general terms, a 
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circle that can capture at least two polygon edges represents a potential saving in 
storage space.  Once this phase was completed, the next step involved removing those 
circles that overlapped another circle beyond an allowable limit, governed by the 
amount of overlap allowed. This is another aspect of circle placement. Should a circle 
have sole occupancy of the space that lies within its boundary or could overlap make 
for a more efficient algorithm? To test this phenomenon the algorithm was run with 
various degrees of overlap allowed (no overlap, 10%, 40%, 60%, 90%). 
 
The remaining circle population was again processed in ascending radius order, with 
any larger circles encroaching on smaller ones being removed. The final phase in the 
filtering process was to map the circles back to the polygon edges, and so produce a 
list of those circles that would be used in the final reconstruction process. For this 
phase, the circles were ordered according to the number of consecutive edges that 
they could be mapped to, with larger runs being considered more useful than smaller 
ones.  
 
Given that the initial objective of the circles at this stage of the research project is to 
closely represent a polygon boundary, not its internal area (issues to do with near 
space filling properties of circles are dealt with in another part of this project, though 
they are discussed in section 5), another situation in which filtering is needed is with 
removing internal circles that do not touch the polygon boundary and therefore 
become an artefact of the algorithm. 
 

   
Figure 4. Before and after circle filtering 

 
3.4 Interior and Exterior circles 
So far, the algorithm assumes that the boundary-approximating arcs can only belong 
to circles that lie inside the polygon, as attested by the greedy and medial axis 
methods. This would ideally suit geographical objects that are naturally convex. 
However, natural objects tend to be irregular, which suggests that concave 
configurations will also play a part. This would mean that an unnecessarily high 
number of small circles would have to approximate to, for example, a coastal bay, 
from the inside of the polygon when one or two larger circles could do the same to 
greater accuracy from the outside of the polygon (see figure 5). Combinations of 
internal and external circles used to capture an integrated bay and headland feature, 
for example, have intrinsic value so as to preserve detail, and so the assigning of a 



near maximal number of previously unmapped edges to these circles is not as high a 
priority. 
 
Therefore, having prioritised circles that map to many polygon edges (the final stage 
of filtering), the algorithm will test both internal and external circle representation 
exclusively, as well as in combination, to evaluate the effect on efficiency. In terms of 
data format, external circles will have a radius with a negative sign (x, y, -r), which 
will come into play when the circles are processed to reconstruct the polygon they are 
collectively meant to represent. 
 
All circles must achieve some minimum number of mappings, or are discarded. The 
end result is a list of circles ordered according to the polygon edges that they are 
mapped to. It is from these circles that the series of tangents and arcs forming the 
reconstruction of the polygon are generated (see 3.5). 
 

 
Figure 5. External circles (for internal circles see figure 5a) 

 
3.5 Constructing tangents to derive the polygon 
This stage of the process rebuilds the original polygon from the set of circles through 
a combination of cutting circle arcs and constructing tangents linking two adjacent 
circles. Figure 3 demonstrates this process. 
Given a potentially large population of circles, there was a need to identify those 
features that allowed one circle to be considered more useful than another. In this 
context, there are at least two ways to define the term ‘useful’. On one hand, a circle 
can be considered useful if it closely represents a significant portion of the polygon 
being processed. In this sense considerable storage space can be saved if a single 
circle can replace comparatively large numbers of x, y coordinates. Conversely, a 
circle can also be considered useful if it captures details essential to the preservation 
of the shape of the polygon, a chief rationale of using the Douglas-Peucker algorithm 
for line reduction. In this sense, smaller details need to be preserved in order to avoid 
excessive generalization. In keeping with these requirements, special emphasis was 
placed both on circle size and on the appropriate mapping of each circle to polygon 
edges. The set of circles is stored in the form of a linked list so that there is an 
imposed clockwise order around the original polygon. 
 
The reconstruction process begins with an ordered list of all the circles that will be 
used to regenerate the polygon. The ordering is done according to the location on the 



polygon that each circle has been mapped, with polygon edges being numbered from 
0 to n-1 in clockwise order, where n is the number of edges forming the polygon. The 
filtering process guarantees that each successive circle in the list is unique, i.e. the 
same circle is not referenced twice in a row. However, the list may contain duplicates. 
This would occur when, for example, the perimeter of a circle has been mapped to 
edges at the beginning of the polygon, and mapped again further around the polygon. 
Duplication is obviously desirable in this case, as the objective is to reproduce the 
original shape with as few circles as possible (see figure 6). 
 
 
 
 
 
 

 
 
 

Figure 6. Illustration of the use of duplicate circles to approximate a polygon 
boundary (A,B,C is the stored sequence of circles, where A = C) 

 
Each step of reconstruction requires the processing of two circles, A and B at any one 
time. All that needs to be determined is the type of circles that are being dealt with. 
Each circle is classified as either internal or external and so there are four possible 
combinations that must be dealt with: Both A and B are either internal or external, A 
is internal and B is external, or A is external and B is internal. By using Pythagoras’ 
theorem the tangent points and angles of tangency can be determined for each 
combination. 
 
 
 
 
 
 
 
 
Figure 7. Calculating the tangent a) Circles A and B are both internal to the polygon; 

b) Circle A is internal to the polygon, circle B is external. 
 
The first step involves finding the angle of the hypotenuse formed by the line between 
the two circles (see figure 7a). The angle of the radius defining the tangent point can 
then be found, and thus the line of tangency between the two circles. In the case 
where A and B are both external circles, simply reversing the order of the circles (or 
alternatively, adding pi to the result) when finding the angle of the hypotenuse will 
ensure the tangent is formed on the correct side of the circles. 
 
When dealing with combinations of types (figure 7b), the tangent is required to cross 
from the top (bottom) of one circle to the bottom (top) of the other. This will mean 
that the tangent line will intersect the line joining the centres of each circle at some 
point. By dividing the radius of circle A by the sum of the two radii, a parameter is 
found which defines this point of intersection in terms of a ratio. The hypotenuse is 
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formed between the centre of a circle and this intersection point. Once again, 
Pythagoras theorem is used to find the required radius angle and point of tangency for 
one of the circles. Once one point of tangency is found, adding pi to the first radius 
angle and recalculating the tangent point will identify the point of tangency for the 
other circle. 
 
The second circle (formerly B, now the new A) was then processed in the same way 
along with the third circle (the new B). The algorithm continued through the list in 
this way until every consecutive circle pair had been considered (including the first 
and last circles in the list). 
 
Once all the tangent points have been found, they must be linked in some way so as to 
create a continuous shape. This is achieved in one of two ways. In cases where 
tangents intersect one another, the intersection point is used to join the two lines.  
 
For the second case, and in the case of an internal circle, convex forms in the polygon 
boundary will mean that the circle arc will be a more accurate representation than 
solely using tangents (see figure 3). Also, acute concave cases, such as inlets on a 
coastline, are ill handled by tangents (figure 8a). Furthermore, even if circle arcs 
prove an effective representation of the concave polygon boundary, there needs to be 
some mechanism in place to suppress the construction of such tangents. This issue has 
been overcome by introducing a zero radius circle (x, y, 0) at the apex of the concave 
feature (figure 8b). Such circles will also be needed for sharp convex features. 
 
The locations of these features will be identified through use of the Douglas-Peucker 
algorithm, which is well known for its ability to retain “important” points that most 
contribute to a geographic object’s character. Part of using this technique will be 
establishing a relationship between the threshold used for Douglas-Peucker (enough 
to retain just the critical points) and the minimum threshold used in circle definition. 
The output will be a subset of polygon points to be encoded as zero-radius circles. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 8: The concave case and the employment of zero radius circles 
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4. Results 
The Rarotonga map used for this study has 2132 points, which means 4264 data 
values if both x and y are considered. Based on the (x,y,r) triplet used for circles, 
anything of a value of 1421 circles or below can be considered a saving in storage. 
Whether or not the accuracy of the polygon data is maintained is a matter for further 
discussion, and highlighted in the map reproductions. The total population of circles 
generated by the Fortune algorithm is 1976 internal circles and 1895 external circles. 
A comparison of internal and external circles needed to capture the polygon boundary 
was expected to yield illuminating results, that there would be far less internal circles 
needed to process this largely convex island. The results were broadly the same (e.g. 
for minimum circle threshold = 1, internal = 320 circles; external = 311 circles). 
Contrary to expectations, there was consistently slightly less circles used for the 
external representation – this was put down to the operation of the algorithm used, 
which only considered three polygon points for the fitting of circles. Consequently, 
there were no large circles inside the polygon to make the most of its convex nature. 
The total population was subject to varying degrees of filtering, mainly influenced by 
the degree of overlap.  
 
Figures 9, 10 and 15 to 17 contain some of the map output from the algorithm. 
Figures 11 to 14 show the initial results in graphical form. To explore variation in the 
number of circles needed to capture a polygon boundary, the values for three variables 
were altered. The minimum circle threshold values were tested for values of 1, 5, 10, 
15 and 25 metres radius. The amount of overlap was tested for 0%, 10%, 40%, 60% 
and 90%. Finally, the Douglas-Peucker threshold was altered for values of 1, 5, 10, 15 
and 25 metres, and no Douglas-Peucker used. This made for 150 unique 
combinations. All the displayed graphs relate number of circles (y-axis) with 
minimum threshold circle size (x-axis), with the five degrees of overlap relating to 
five different curves on each graph. Finally, there are six graphs for each of the 
Douglas-Peucker thresholds used. Four are shown here. 
Figure 10 shows the island of Rarotonga, as reconstructed by a combination of circle 
arcs and tangents (no Douglas-Peucker points were used to build this; 90% overlap; 
minimum circle threshold = 5). At the island scale the coastline is faithfully 
replicated.  

 
Figure 9. Reconstructed outline of Rarotonga, with internal and external circles.  



Figure 10a magnifies a detailed segment of coastline. Although the overall trend is 
replicated, there are gross errors with lines crossing over each other. Removing the 
overlap allowance (figure 10b) gives no crossed lines (though it is coarser). This 
suggests that the errors in figure 10 are due to the threshold being too high, meaning 
that circles are linked to the wrong line segment of the polygon boundary. However, 
the same effect is observed, but to a lesser extent, when the minimum threshold circle 
size  = 1 (figure 10c), suggesting that the error could be due to spurious tangents 
linking overlapping circles. This could be rectified by investigating a more dynamic 
circle allocation scheme. 

       

       
Figure 10. Zoomed in windows of detailed coastline; a) minimum circle threshold = 

5; overlap = 90%; b) minimum circle threshold = 5; overlap = 0%; c) minimum circle 
threshold = 1; overlap = 90%; d) minimum circle threshold = 1; overlap = 0%; 

 

a) b) 

c) d) 



Again, with no overlap (figure 10d) there are no crossover lines. Curiously, though, 
given that smaller circles are allowed in figures 10c and 10d, there are areas (in the 
top right of the figure) where the polygon reconstruction is seriously deficient when 
compared to 10a and 10b. This reflects the inflexibility of the algorithm at this stage, 
since the placement of circles is rigidly assigned (each circle should pass through at 
least two edges and either be totally inside or outside the polygon). Anything not 
conforming to this will not be recorded (though minimum circle threshold = 1 
processes the detailed segments of coast well). Figure 11 confirms this as a general 
trend, since for all overlaps more circles are used with a minimum threshold size of 5 
rather than a size of 1. 
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Figure 11. No. of circles with no zero radius circles used (no Douglas Peucker points) 
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Figure 12. Number of circles with zero radius circles used (DP threshold = 1).  

Note the zoomed in y axis scale – when displaying at the y scale used by Figures 11, 
13 and 14, all overlap lines were bunched and undecipherable 



0

100

200

300

400

500

600

700

800

900

0 5 10 15 20 25 30

Minimum Threshold Circle

N
u

m
b

er
 o

f 
C

ir
cl

es
No overlap

10% overlap

40% overlap

60% overlap

90% overlap

 
 

0

100

200

300

400

500

600

700

800

900

0 5 10 15 20 25 30

Minimum Threshold Circle

N
u

m
b

er
 o

f 
C

ir
cl

es

No overlap

10% overlap

40% overlap

60% overlap

90% overlap

 
Figure 13. Number of circles with zero radius circles used  

a) DP threshold = 5; b) DP threshold = 25 
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Figure 14. For Douglas-Peucker threshold = 1, the relationship of minimum threshold 

circle and the proportion of unfiltered Douglas Peucker points 

a) 

b) 



When the Douglas-Peucker algorithm was not used to add a population of zero-radius 
circles (figure 11), there are predictably less circles being used to characterise the 
polygon boundary. There is generally a positive relationship between the number of 
circles used and the amount of overlap, which in the main was repeated for all values 
of Douglas-Peucker threshold, reflecting the increased amount of space available 
along the polygon boundaries with which to build circles.  
 
For a Douglas-Peucker threshold equal to 1, the amount of overlap does not really 
change the number of circles used to reconstruct the polygon (figure 12a and b). For 
Douglas-Peucker thresholds of 5 and upwards (DP = 5 and DP = 25 are displayed in 
figure 13 as representative data), apart from the relative increase in magnitude 
observed when the minimum circle size = 1, the relationship of number of circles to 
minimum circle size for all featured overlaps is broadly the same; the number of 
points decrease with near equal magnitude upon increasing the Douglas-Peucker 
threshold. 
 
The major trend observed is that the less zero radius circles there are, the less total 
circles there are. The rate of change is greater when the minimum circle radius = 1; 
Given that the internal and external circles generated stay constant for all DP 
thresholds, variation in the amount of DP points remaining unfiltered was looked for 
(figure 14 is shown as a representative graph, with DP = 1). It confirms that most of 
the DP points are extracted win the minimum circle radius = 5. This relationship can 
be seen by comparing figure 11 and figure 13.The introduction of a subset of Douglas 
Peucker points also improves the polygon reconstruction greatly, as evidenced in 
figure 15. 

 
Figure 15. Detail of Rarotongan coastline – parameters are minimum circle threshold 

= 1; overlap = 90%; Douglas Peucker threshold = 10. The mid-grey line is the 
Douglas-Peucker line; black line is the reconstructed polygon boundary and the grey 

line is the original polygon boundary. The black dots are zero-radius circles. 



The figure shows the effects of adding circles to selected points from a Douglas-
Peucker operation (DP threshold = 10) and represents the optimal combination of 
dataset size and good reconstruction of the polygon. The full generalised line is also 
shown to exemplify how the introduction of circles makes for a more realistic 
coastline. The real test is whether this combination is competitive (in terms of size) 
with lines generalised using lower Douglas-Peucker thresholds (with no circles). 
From looking at the number of circles used vs. the number of polygon points, the data 
is of the same order of magnitude (with a threshold of 1, the Douglas-Peucker 
algorithm can be used to reduce the original line to 864 points, or 1728 values – figure 
17 shows that the output line follows the original polygon more closely than the 
example in figure 16; the latter example has 606 circle points and therefore 1818 
values), but this has to be the subject of a quantitative study. 

 
Figure 16. Results of the Douglas 

Peucker algorithm, using threshold = 1  
 
 

Figure 17. Creation of a loop artefact 
through a combination of ordinary and 
zero-radius circles (90% overlap; min. 

circle threshold = 5; DP = 25). 
 

If zero-radius points are extracted from too low a Douglas-Peucker threshold, then the 
total number of circles far exceeds the number of original polygon points, as there is a 
near one-on-one relationship between circles and DP points, and so doubling occurs. 
Finally, figure 17 illustrates what happens when the minimum threshold rises above 5 
and there is a unique inlet configuration. This loop normally happens when there has 
been removal of circles through filtering and is more likely with increasing overlap. 

 
5. Discussion 
From a polygon of the island of Rarotonga, the circle algorithm has derived a set of 
circles, whose arcs approximately follow the coastline, but is smaller in size than the 
original data set. However, as implemented here, it has to be regarded as a means of 
generalisation rather than as a way of reconstructing polygons. Even if the algorithm 



could reconstruct polygons perfectly from circles, there is still the issue of the loss of 
explicit boundary coordinates – storage is in terms of circle centres, which are 
generally placed somewhat remote from the boundary. There is a process of 
constructing tangents, arcs and subsetting Douglas-Peucker points to go through every 
time the polygon has to be viewed, amounting to a time expense. A possible 
compromise is to devise a solution that filled a polygon with circles so that upon 
reconstruction the tangent points were on or very close to the original points. 
 
The algorithm used for the placement of circles, the Fortune algorithm, encountered 
errors in precision when tasked to process complex polygons (relatively speaking, 
Rarotonga is a smooth polygon) – an accumulated error as the sweep line progressed 
meant that the algorithm started off well but had started to malfunction by the time the 
sweep line had reached the other side of the polygon – see figure 1). A further stage 
will be to test the algorithm on a polygon of increased roughness, but before that 
happens either a way of partitioning the polygon has to be devised or alternative 
methods of circle generation need to be sought. For the latter, there are a number of 
options: 

- use of evolutionary computation to stochastically model an optimal solution to 
the placement and size of circles (e.g. Krzanowski and Raper, 2001). 

- Using measures of compactness, such as the radial lines method outlined in 
Laurini and Thompson (1992), to assess how much a polygon approximates to 
a circle and devise a strategy of circle size and placement relating to that 

- As a further step, to rectify the largely static population of circles generated by 
the algorithm as it stands, introduce methods of dynamic restructuring, such as 
the merging and resizing of circles put forward by Hubbard (1996). 

- Also, the potential population of large circles that can efficiently summarise a 
number of polygon edges is being lost through the limitations of the Fortune 
algorithm, which produces circles that can only summarize three edges, on the 
main. 

o The optimal placing of any circle arc through least squares should be 
investigated (methods to do this are in Lisle, 1992). 

o Also, on a related matter, the investigation of polynomials and splines 
as a means of comparison should be looked into (Jones [1997] 
mentions the possible use of B-splines for smoothing; Saux and Daniel 
[1999] outline a method for generalising polygons with splines) 

Investigation and adoption of alternative techniques will help overcome the 
shortcomings of the Fortune algorithm, in particular the somewhat precise conditions 
needed for a circle event to take place. These conditions may be relaxed by 
introducing points to the original polygon, also enabling circles to capture non-
consecutive points. Although there will be an initial increase in the amount of points, 
the reward may be that a more accurate set of circles would be the result, potentially 
reducing the reliance on the Douglas-Peucker algorithm to provide the “important” 
points. 
   
Analysis of error could be taken further, through measuring the sliver area contained 
between the original polygon and the one constructed from tangents and arcs. This 
could be expanded into a more rigorous comparison with the Douglas Peucker 
algorithm, rather than just the observations put forward in this paper. The relationship 
between the variables analysed in the results could be made much more formal 
through regression analysis, to try and derive an equation linking number of circles to 



amount of overlap, minimum threshold size and Douglas Peucker threshold. Polygon 
parameters such as size, compactness and fractal dimension could also be introduced 
into the analysis. 
 
The fractal dimension (and associated analysis of polygons of varying roughness) is 
of particular research interest in the coastline case, long known to have fractal 
properties, as space filling balls have also been found to have fractal properties 
(Herrmann et al, 1990). What would happen if you tuned the fractal dimension of the 
balls (a user changeable phenomenon) to that of the coastline (which is 
unchangeable)? 
 
Of particular interest is the investigation of the (pseudo) space filling properties of 
circles, which along with investigating strategies for tree building and tree 
morphology (using evolutionary and deterministic methods), will be the next topic in 
this research project. The use of tree hierarchies for multi-scale generalisation is one 
of the major end goals of the project (for a discussion of these and other project 
issues, see Moore, 2002).  
 
6. Conclusion 
The circle tree has been used in a non space filling sense to approximate the 
boundaries of polygons. In answer to the major question: can a set of circles capture 
the outline of a polygon to an acceptable accuracy level and still form a smaller 
dataset than the original polygon data: a smaller dataset has been acquired, but at the 
expense of accuracy. Overlapping circles were found to improve the accuracy, though 
the use of external circles was found to have less of an effect. This was down to the 
limitations of the algorithm used for generating circles – alternatives have been 
suggested. However, the accurate reconstruction of the polygon from circles was an 
issue, alleviated to some extent by introducing a subset of zero-radius circles, 
“important” points derived from applying the Douglas-Peucker algorithm to the 
polygon. In summary, using circles in a boundary approximation sense exhibited 
potential as a method of generalisation, but no as a method of source polygon 
reconstruction. 
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